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Abstract

In this paper we use statistical models from extreme value theory to analyse storm surge elevations generated by a 2-dimensional numerical storm surge model for the NE Atlantic. Meteorological forcing is provided by a high quality air pressure hindcast for the period 1955-2000. We use local likelihood methods to analyse temporal trends in simulated extreme surge characteristics in a nonparametric fashion, and to compare these trends against trends in observed extreme surge characteristics. The use of nonparametric regression methods to analyse extremal trends in the output from a numerical environmental model appears to be novel.

1. Introduction

Extreme meteorological surge elevations ('storm surges') have the potential to cause catastrophic flooding along the low-lying and densely populated coastlines of the southern and central North Sea, especially when they occur in conjunction with extreme tide elevations. Severe flood events typically occur when coastal defence structures are overtopped by extreme still water levels, and coastal engineers are consequently required to design structures which have a low probability of being exceeded by still water level within a specified design period. Estimates of long-run exceedance probabilities can be inferred from data using standard statistical extreme value methods, under the assumption that extremal characteristics are constant over time. 

The assumption that extremal characteristics are constant over time will not always be reasonable. A number of empirical studies within the climatological literature reported an increase in storminess within the NE Atlantic in the years from 1970 until the early 1990s. Changes in storminess might be expected to lead to changes in extreme surge characteristics, and in this study we apply a local variant of the r-largest value model to output from a hydro-dynamical model, in order to investigate whether extreme surge elevations in the North Sea changed over the period 1955-2000. Our local model assumes that temporal trends at any particular site are smooth, but makes no parametric assumption about the form of the temporal trend. Local likelihood methods for nonparametric regression are well-established, but the application is both novel and substantive.

In Section 2 we introduce the synthetic dataset which we will analyse in this paper, and discuss the wider oceanographic context. We briefly review and apply the r-largest model for extremes in Section 3, and in Section 4 use local likelihood methods to incorporate temporal trends into this model. We discuss statistical issues such as bandwidth selection, uncertainty estimation and model diagnostics, as well as comparing trends in synthetic data against trends in observational (tide gauge) data. The paper concludes with a discussion, which focuses in particular on how the efficiency of extremal trends estimates can be improved by incorporating an assumption of spatial smoothness into the local model.

2. Extreme sea levels and the CSX-DNMI surge hindcast

Sea levels consist of high-frequency wind-generated surface waves, with a period of a few seconds or less, superimposed upon a slowly-varying still water level (SWL). The most severe coastal flood events will tend to occur when SWL exceeds the height of a sea defence structure, since under these conditions sustained overtopping of the defence structure will occur. Changes in SWL are driven by astronomical tidal currents, by meteorological surge currents and (at interannual to millennial time scales) by eustatic and isostatic changes in the underlying mean sea level. 

Meteorological surges are medium-frequency oceanographic currents resulting from the action of wind stress and air pressure upon the sea surface (Flather, 2001). Surges lead to variations in SWL (called surge elevations) which can be substantial within constrained regions of shallow water and relatively intense storm activity, such as the North Sea. The most extreme still water levels typically arise when extreme surge elevations occur alongside high tides, although interactions between surge and tidal processes mean that such events tend to occur less frequently than we would expect if these processes were independent (Prandle and Wolf, 1978).

The SWL is usually recorded using a device known as a tide gauge (www.pol.ac.uk/ntslf/tgi). Surge elevations can be computed from SWL records by subtracting the annual mean sea level, and then using spectral decomposition to identify and extract the dominant periodic signals (which correspond to the dominant tidal constituents). Long observational series for SWL (20 years or more) are only available at a relatively small number of coastal and estuarine ports within the North Sea, and these series can be strongly influenced both by highly localised effects (e.g. changing patterns of dredging) and by ongoing technological developments in the instrumentation.    

Hydrodynamical models are deterministic models, based upon discrete approximations to the linearised equations of motion, which aim to represent the dynamical evolution of physical oceanographic processes within a region (Kantha & Clayson, 2000). All but the simplest hydrodynamical models must be evaluated numerically, and this is often highly computationally intensive. Hydrodynamical models generate massive, synthetic ocean-ographic 'datasets', usually on a regular spatio-temporal lattice, and provide a rich and relatively complete source of information about oceanographic characteristics such as SWL. The accuracy of hydrodynamical model output critically depends upon the accuracy of the meteorological data which is used to force the model, and upon the accuracy of the model structure in describing the true process (which is, in turn, principally determined by the spatial resolution of the model). 

Flather et al. (1998) use extreme value methods to analyse the properties of storm surge elevations generated by the CSX model, a 2-dimensional numerical storm surge model for the NE Atlantic with a spatial resolution of approximately 35km and a temporal resolution of 1 hour. Meteorological forcing for the model is provided by interpolated pressure data from the DNMI hindcast (Reistad & Iden, 1995) for the period 1955-2000. In this paper we extend the statistical analysis of the (synthetic) CSX-DNMI dataset to allow for the possibility that extremal characteristics vary over time. 

3. The r-largest value model

Extreme value models are asymptotically-motivated statistical models which use data on the observed extremes of a process to draw probabilistic inferences about the extremal behaviour of that process (e.g. Coles, 2001). Extreme value models provide a (relatively) robust basis for extrapolation, and are typically used to draw inferences about events more extreme than those which have actually been observed. The major approaches to extreme value modelling are based upon modelling either exceedances of a high threshold or the r-largest values to occur within a year.  In this section we briefly describe the r-largest value approach (Smith, 1986).
Assume that we have data available for n years at each of d sites. Let 
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 represent unknown extreme value parameters (location, scale and shape parameters, respectively). The asymptotic justification for the model relies upon r being small relative to the number of observations within a year; when r = 1 the model reduces to the widely-used Generalized Extreme Value model. A widely used design parameter in the coastal engineering context is the N-year “return level”, 
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which corresponds to the level exceeded with probability 1/N in year j. 
The r-largest model is derived under an assumption that the r-largest surge elevations within a particular year are independent, but environmental time series will typically be highly correlated. Tawn (1988) proposed a sequential declustering algorithm for extracting the r largest local maxima within a year, subject to a constraint that the maxima are separated by at least w hours; for sufficiently large w, the values generated by the algorithm will be approximately independent. 

For each location on the CSX grid, Flather et al. (1998) analyse declustered CSX-DNMI surge elevations (for the period 1955-1994) using an r-largest model in which the extreme value parameters are assumed to be constant over time, so that 
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 for all j. We shall refer to this as the global r-largest model, to distinguish it from the local r-largest model which we introduce in the next section. Based on parameter stability plots we conclude that the values r = 7 and w = 34 used by Flather et al. (1998) are over-conservative; we suggest using a larger value of r (r = 20) and a somewhat smaller value of w (w = 25). Our choices lead to similar, but substantially more precise, estimates for fifty year return levels.
4. Local r-largest model for temporal trends in oceanographic extremes

In this paper we model the r-largest model parameter vector as a smooth but nonparametric function of time, using local likelihood methods. Preliminary analyses suggest that simple parametric models which incorporate polynomial trends into the extreme value parameters do not adequately describe trends within CSX-DNMI surge elevations, and by using nonparametric methods we aim to detect more complicated or subtle trends in extremal surge characteristics. Nonparametric trend estimation methods are purely descriptive, and cannot be used for the purposes of prediction, although they can be useful in suggesting an appropriate class of parametric model for further analysis.
4.1. Previous results
There is empirical evidence to suggest that levels of storminess in the NE Atlantic increased from 1970 until the early 1990s (WASA, 1998), although there is little direct empirical evidence for any corresponding increase in storm surge elevations in the North Sea (Dixon & Tawn, 1992; Bijl et al., 1999). It is well known that overall sea levels changed quite rapidly within the North Sea during the 20th century, due in part to ongoing isostatic readjustment and in part to a global increase in eustatic mean sea level, and it is unlikely that additional subtle changes in extreme surge characteristics during this period would be detectable within the observational record (Pugh & Maul, 1999). Using the output from a hydrodynamical model Langenberg et al. (1999) found some evidence for an increase in extreme water levels along the European coast, but found no evidence for any such increase in the Southern Bight or along the British east coast.
4.2. Local modelling via the local likelihood

Local likelihood is a kernel-based approach to nonparametric regression. Methods for local likelihood inference were proposed by Tibshirani & Hastie (1987), and developed in the context of extreme value modelling by Davison & Ramesh (2000) and Hall & Tajvidi (2000).

Consider a model in which the parameter vector is assumed to be locally constant over time. The local likelihood estimator for 
[image: image13.wmf]ij

q

 under this model is 
                 
[image: image14.wmf](

)

(

)

þ

ý

ü

î

í

ì

×

-

=

å

=

n

J

iJ

ij

j

J

ij

x

f

h

t

t

K

1

;

log

;

max

arg

ˆ

q

q

,  
             (4.1)
where K is a positive symmetric function whose variability is determined solely by the temporal bandwidth h > 0. The estimator is based upon maximising a weighted sum of log-likelihood contributions corresponding to different times, and so can be viewed as a generalization of the idea of a weighted average. The weights are determined entirely by the time separation 
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, through the kernel function K. The exact choice of kernel function is not critical, and we take K to be an appropriately normalized normal density function with zero mean and standard deviation h (a standard choice). Estimator (4.1) is biased (as are all nonparametric regression estimators), and the choice of the bandwidth h is a classic example of a trade-off between bias and variance.

It is well known that the local constant likelihood estimator (4.1) can be generalized by allowing elements of the parameter vector to be local polynomial functions of time. Local polynomial estimators typically have better performance than the local constant estimator close to the edge of the time range, but will give very similar estimates at points lying well within the time range. We follow Hall & Tajvidi (2000) in using a local regression which is local linear in the extreme value location and scale parameters but local constant in the shape parameter, although fairly similar results are obtained using a model which is local constant in all three parameters. Similar results are also obtained if the extreme value shape parameter is fixed to be a global constant over time.
Uncertainty in local likelihood estimation can be quantified using the semiparametric bootstrap scheme outlined in Davison & Ramesh (2000).  If the number of bootstrap samples is sufficiently large then, under weak assumptions, the empirical variability within the bootstrapped estimates will give a good approximation to the uncertainty within the local likelihood estimator itself (Davison & Hinkley, 1997). The construction of bootstrap confidence intervals about parameter estimates is, however, complicated by the presence of bias in the estimates. Methods for constructing confidence intervals which account for this bias have been proposed (Deciccio & Romano, 1988), but are typically rather complicated and require a large number of bootstrap samples in order to produce reasonable intervals. Bowman & Azzalini (1997) suggest that it is both straightforward and intuitively reasonable to construct bands which capture variability in the parameter estimates without correcting for bias (“variability bands”), but note that these bands formally amount to pointwise confidence intervals about 
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, and therefore require careful interpretation. Bowman & Azzalini (1997) use bootstrap standard errors to construct variability bands about the observed maximum local likelihood estimate, under an assumption of normality, but this approach is unsuitable when (as in our example) the empirical distribution of bootstrapped estimates is highly skewed. In this paper we construct variability bands simply by centring the empirical distribution of bootstrapped estimates about the maximum local likelihood estimate, without imposing any additional assumption of symmetry or normality.  

We fit our local model to CSX-DNMI surge elevations at grid cells throughout the North Sea. We also fit the local model to tide gauge records at selected sites with long records (Aberdeen, Lowestoft, Southend and Dover), in order to check whether trends within the hydrodynamical

model output are synchronous with trends in observational data. The tide gauge data were only available to us for the period 1955-1992. Annual estimates for the 50-year surge elevation return level based upon a particular bandwidth (3.5 years) are shown in Figure 1 for three sites (Aberdeen, Lowestoft and Dover), for both the CSX-DNMI and tide gauge data, together with 95% bootstrap variability bands. The raw data are also shown. 

At Aberdeen the CSX-DNMI elevations show a steady decrease from 1955 until 1970, followed by a rapid increase from 1980 until 1995. CSX-DNMI elevations at Lowestoft show increases from 1955 to 1960 and from 1980 to 1990, followed by a rapid decrease from 1990 to 2000. At both sites there is an overall increase in elevations over the period 1955 to 2000, with this increase being more pronounced at Aberdeen. At Dover the CSX-DNMI elevations increase from 1955 to 1960 and decrease from 1990 to 2000, with no overall increase over the period 1955 to 2000.  These results are fairly representative of trends in CSX-DNMI surge elevations across the wider North Sea: along the Scottish coast and within the central North Sea trends in surge elevations are dominated by a rapid increase in elevations from 1980 until 1995, whilst trends in surge elevations within the southern North Sea are more complex and show little evidence for an overall increase in surge elevations during the period 1955-2000. Extreme surges which occur on high tides are of the greatest concern from a coastal flood risk perspective. We have checked that temporal trends in peak CSX-DNMI surges on high tides are very similar to trends in peak CSX-DNMI surges on all tides, throughout the North Sea.

At Aberdeen the tide gauge data show an increase in surge elevations from 1965 to 1975 which is absent in the CSX-DNMI data, but from 1981 and 1992 the two datasets both show a rapid increase in surge elevations. At Lowestoft trends in CSX-DNMI elevations and tide gauge elevations are highly synchronous. At Dover, the estimates derived from tide gauge data exhibit much more temporal variability than those derived from the CSX-DNMI output, with a rapid decrease from 1965 to 1975 followed by a rapid increase from 1980 to 1990. The overall match-up between trends within the tide gauge and CSX-DNMI data appears to be fairly reasonable. Asychroneities between the two series could be spurious, or could result from systematic inaccuracies within the CSX model, the DNMI data or the tide gauge records.

4.3. Bandwidth choice and model diagnostics

The bandwidth h determines smoothness in the local regression model, and bandwidth selection is consequently a key element of the local likelihood methodology. In many contexts it is most sensible to choose the bandwidth “subjectively”, based upon either 

1) a priori information about the scale at which trends might be expected to operate; or 

2) a visual assessment of the validity of fitted trends produced by different bandwidths.

Within the oceanographic context a bandwidth of 3.5 years reflects trends at the decadal level and above, largely smoothing out sub-decadal trends.  Smaller bandwidths (1 to 2 years) pick up a good deal of year-to-year variability within the return level estimates, whilst larger bandwidths (7 to 10 years) smooth out decadal variations and only retain a slow monotonic trend. For the CSX-DNMI data at Aberdeen and Lowestoft these larger bandwidths show overall increasing trends, with a rapid acceleration after 1980, whilst at Dover the larger bandwidths yield little overall trend.

A large number of automatic bandwidth selection methods (sometimes called 'empirical' or 'objective' methods) have also been proposed, and can be useful in determining the degree of smoothing which is best supported by the data. Automatic methods rely heavily upon the choice of an appropriate selection criterion, however, and methods based upon different (and apparently plausible) criteria can produce radically different results when applied to real datasets. For the CSX-DNMI surge elevation data the likelihood cross-validation method selects large bandwidths (or 10 years or more) at Dover, Aberdeen and Lowestoft. These bandwidths correspond to a severe level of smoothing, which could indicate that the decadal and sub-decadal trends with we have identified within our data have no real predictive power, or could indicate the presence of outliers (to which the likelihood cross validation criterion is highly sensitive). 
No matter how the bandwidth is chosen it is important to verify that the fitted local model provides a reasonable fit to the data. Quantile-quantile (Q-Q) plots are standard diagnostic tools for assessing statistical model fit by comparing fitted and empirical quantiles. For the r-largest model separate Q-Q plots need to be produced for each order statistic k = 1,...,r.  When the data are nonstationary (e.g. contain trends) the construction of  Q-Q plots becomes more complicated; the usual approach is to plot the Q-Q plot on a standardized scale, but the interpretation of discrepancies on this standardized scale is rather unclear. As an alternative procedure we propose plotting 
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. This plot, which we call a “de-standardized Q-Q plot”, amounts to an order-preserving transformation of the standardized Q-Q plot back onto the original scale.

Figure 2 shows de-standardized Q-Q plots for k = 1 at Aberdeen, Lowestoft and Dover, both for the global r-largest model and for the local r-largest model with a bandwidth of 3.5 years; 95% variability bands are also shown. Goodness of fit is indicated by the distance between the points and the diagonal line, with points lying on the diagonal indicative of a perfect fit. The fit of the global model is moderately good, with most deviations from the diagonal being fairly small relative to the width of the variability bands; however, there are consistent and substantial deviations from the diagonal in the lower tail of the Aberdeen data and in the upper tail of the Dover data. The overall goodness of fit for the local model is much better for the local than the global model at Aberdeen, and slightly better for the local than the global model at Lowestoft and Dover. 

5.  Discussion
We have used local likelihood methods to investigate temporal trends in simulated storm surge characteristics in the North Sea. Our results suggest a rapid increase in surge elevations from 1980 to 1990 within most of the North Sea, excepting the Southern Bight. The magnitude of extreme surge elevations in the CSX-DNMI dataset clearly increased over the period 1955 to 2000 within the central North Sea and along the Scottish coast, with more complicated trends in the Southern Bight (including a rapid decline in surge elevations during the period 1990 to 2000). We have seen that these trends are moderately synchronous, in a qualitative sense, with trends in recorded surge elevations and with previously-reported trends in storminess. It is, however, difficult to assess the statistical and scientific significance of the trends which we have identified, and equally difficult to meaningfully incorporate time-varying estimates of statistical risk into coastal engineering design specifications. 

The CSX-DNMI dataset consists of model output at a large number of grid cells, and it should be possible (e.g. Dixon & Tawn, 1992) to utilise the spatial structure within this dataset to reduce the variance associated with extremal trend estimates at any particular site on the grid. Specifically, we could extend the local trend model by making an additional assumption that temporal trends in extreme value characteristics at nearby sites will tend to be similar.  We suggest using a local regression model which is locally constant, within both space and time, in the parameters 
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;  it is straightforward to construct the local likelihood associated with such a model, although typically computationally expensive to obtain estimates by maximising this local likelihood function. A preliminary application of this spatio-temporal model to the CSX-DNMI dataset suggests that even moderately severe levels of spatial smoothing have little impact upon the extreme value parameter estimates themselves, but can lead to modest improvements in the efficiency of these estimates. 

Local likelihood is a straightforward and widely-used approach to nonparametric regression, but in some respects it is also a rather inflexible - in particular, the local likelihood framework provides no natural way of allowing for different levels of smoothing for different parameters. A potentially more flexible methodology is the penalized likelihood (or spline smoothing) approach, developed within the extreme value context by Chavez-Demoulin (1999) and Pauli & Coles (2001). 

The analysis which we have presented here does not utilise the knowledge that the data were generated using a deterministic model with recorded inputs. In contrast, Bayesian SACCO (Statistical Analysis of Computer Code Output) methods (e.g. Oakley & O'Hagan, 2002) treat model inputs as random and emulate the generating model using a stochastic model. 
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FIGURE 1. Twenty largest surge elevations per year (crosses) derived from CSX-DNMI and tide gauge data, together with estimated 50 year return levels (dots) from a local linear r-largest model with r = 20 and bandwidth h = 3.5 years. 95% bootstrap variability bands about the estimates are also shown (grey).
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FIGURE 2.  De-standardized Q-Q plots for k=1 for global (time constant) and local linear (time varying) r-largest models (r=20), fitted to CSX-DNMI surge elevations at selected sites.  95% bootstrap variability bands are also shown (grey). The local model has a temporal bandwidth of h = 3.5 years.
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